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Abstract
To improve the performance of forecasting 
models, real-time data can be assimilated to 
update the model states for each new forecast. 
This paper reports on a non-statistical way 
to update the groundwater state of rainfall 
runoff models based on TOPMODEL 
concepts. The updating procedure uses 
measured flows and an analytical relationship 
between water table position and baseflow. To 
apply the procedure it is desirable to define 
periods when there is no surface runoff to the 
stream network. An innovative and effective 
model-based way to define these periods is 
described. By assimilating measured flow 
data into a TopNet flood forecasting model, 
the forecasts of both high and low flows are 
improved, with the changes in water table 
position being consistent with the corrections 
to the forecast hydrograph.

Key words
Flood forecast ,  data ass imilat ion, 
TOPMODEL

Introduction
TopNet is a spatially distributed rainfall-
to-runoff model. Like all models, it is 
imperfect. Errors in simulated flows arise 
from many causes. These are gradually being 
identified, and ways to improve simulations 

implemented. In real-time forecasting 
situations, where a model is expected to 
give an estimate of future flows that is  
as accurate as possible, efforts are made to  
use any relevant and up-to-date data to 
improve forecasts. 

Errors in streamflow forecasts arise from the 
simplifying assumptions in the hydrological 
model, errors in external model forcings 
throughout the forecast period—i.e., the 
input data, and errors in estimates of basin 
states at the start of the forecast period. There 
are several ways that the differences between 
measured and modelled flows can be used to 
improve model forecasts. Probably the oldest 
approach is to post-process the model output 
by building a separate stochastic model,  
e.g., an autoregressive error model, to simu-
late the errors, and then add these to the 
original model output (Jamieson et al., 1972).  
This paper is not about this type of post-
process adjustment. 

A more recent approach to reducing 
the errors in a model forecast is to use the 
errors up to the forecast time to alter the 
internal states of the model, e.g., the soil 
moisture storage, so that the next forecast 
has the benefit of model states that have been 
corrected for the discrepancy between the 
measured and modelled flows up to time now. 
This procedure is called data assimilation and 
is widely used in meteorological forecasting. 
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It recognizes that differences between model 
outputs and those of the real world are likely 
to be caused by inaccurate estimates of model 
states caused by factors such as the wrong 
spatial distribution of soil moisture resulting 
from an inadequate knowledge of the spatial 
distribution of rainfall. In general terms, data 
assimilation uses historical error information 
to correct the internal states of the model to 
something closer to the likely actual value 
at the time a forecast is made. It thus has an 
advantage over post-process adjustments, as 
differences between measured and modelled 
flows are continuously fed back into the 
model so that there is a gradual accumulation 
of the adjustment history in the model states. 
Thus if a threshold condition is exceeded 
in the model, this is built into the future 
functioning of the model, something that 
post-processing would require some special 
procedure to accommodate.

Data assimilation can be implemented in a 
general way, but this can be computationally 
cumbersome and can require special 
techniques to prevent numerical problems 
with large matrices. There are, however, other 
options that exploit particular characteristics 
of a model. This paper discusses ways to 
exploit such an opportunity in the widely used 
TOPMODEL of Beven and Kirkby (1979). 
To exploit the opportunity, it is necessary 
to have an approximate way to estimate 
when surface runoff from the catchment has 
ceased. Since catchment-wide measurements 
of surface runoff are not usually available, 
a two-step scheme is used to estimate when 
this is likely to have occurred. The sensitivity 
of the model to this approximate procedure  
is investigated.

The most general way to assimilate data 
is to use techniques based on covariance 
concepts (Clark et al., 2008). Model states or 
input data are altered by small amounts and 
the consequences for the simulated flows are 
noted. By doing this many times a covariance 

matrix can be estimated, linking changes in 
model states to model outputs. Once the 
covariance matrix has been calculated, it can 
be used to estimate the most likely set of 
model states, given the latest input data, and 
hence forecast the most likely river flow.

Although assimilation methods based 
on covariance concepts are general, their 
application comes at a cost. Calculation of the 
covariance matrix can involve repeated model 
calculations, each one slightly different to 
its predecessor (Evensen, 1994; Clark et al., 
2008). This can take up valuable time that 
may not be available in a forecasting situation. 
Other options are possible. Some of these 
are empirical and are based on experience 
(Ibbitt, 2003). Empirical corrections are 
relatively general and straightforward to 
apply, but they can give rise to unpredictable 
corrections to forecasts, since their lack 
of physical connection to a model makes 
it difficult to define how they will behave 
under circumstances not anticipated in  
their development.

Traditional schemes for assimilating data 
to update states use the errors between some 
measured quantity, usually river flow in a flood 
forecasting context, and the corresponding 
model-based prediction. The impact of such 
data inadequacies is to cause the values of 
model states, i.e., storages, to diverge from the 
values that enable the model to make its best 
forecast of river flow. However, the structure 
of models based on the TOPMODEL 
concept allow an alternative strategy to be 
used, based on the fact that during flow 
recessions there is a direct relationship 
between water table position and river flow. 
That is, it is not necessary to calculate a 
covariance, as the water table can be directly 
updated from the river flow. This approach 
renders it unnecessary to explicitly calculate 
the matrices used in more general updating 
schemes, even though in this case the relevant 
matrices could be explicitly calculated. We 
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believe that such simpler methods are a valid 
alternative and should enjoy widespread use 
by other users of TOPMODEL concepts 
because of their ease of implementation.

This paper discusses an option that, while 
model specific, shows how knowledge of a 
model’s behaviour can be used to design a state 
updating scheme that avoids the complexity 
and time consumption of covariance-based 
data assimilation schemes, and also avoids the 
risks associated with empirical adjustment of 
forecasts. An example application using the 
TopNet model (Bandaragoda et al., 2004; 
Clark et al., 2008) is described.

TopNet is a spatially distributed catchment 
model based on the TOPMODEL concept 
of Beven and Kirkby (1979). Figure 1 shows 
a schematic representation of what a simple 
TopNet configuration might look like. As 
TOPMODEL concepts are widely used, 
e.g., the BTOPMC model of Takeuchi et al. 
(1998), it is anticipated that the developments 
that follow will have wider application than 
to just TopNet models.

Water table estimation from river 
flow data in TOPMODEL
In its exponential form (Ambroise et al., 
1996), the subsurface flow, Q, from a 
TOPMODEL basin model is:

Q = A K/f exp(-λ) exp(-f*z) (1)

where A is the area of the basin, z is the depth 
from the ground surface to the mean position 
of the water table, K is the saturated hydraulic 
conductivity of the soil, λ is the mean value 
over the basin of the topographic index,  
ln(a/tan β), where “a” is the area per unit width 
of contour contributing flow to any point in 
the basin and tan β is the slope of the ground 
at the point above which “a” is measured, and 
f is a parameter that defines the exponential 
decrease in saturated hydraulic conductivity 
with depth from the surface. Clearly, given a 
value for Q, equation 1 can be solved for the 
corresponding value of z.

In a TopNet model, many basins contribute 
flow to a downstream measurement point. 

Figure 1 – A simple TopNet model configuration. The catchment has three sub-basins 
with different soil properties. By using flow measurements at the outlet site, the water  
table positions Z1 to Z3 can be calculated for each sub-basin. 
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Under steady-state conditions equation (1) 
can be generalized to:

Q = Σ [Ai Ki/fi exp(-λ i) exp(-fi*zi)] (2)

where the subscripted variables have the same 
definition as in equation 1, the subscript “i” 
runs from 1 to n, and the summation is over 
all n basins. 

Equation 2 can be solved for zi given 
sufficient information on Q, Ai, Ki, fi, and  
λi. For Ai, and λi this is straightforward, as 
they can be derived from a digital elevation 
model (DEM) of the catchment being 
modelled. Values for Ki and fi are more 
problematical, since they represent “average” 
soil properties over each sub-basin in the 
model. For TopNet models built for New 
Zealand catchments, information from 
the New Zealand fundamental soils layer 
(Willoughby et al., 2001), coupled with 
lookup tables of likely values for Ki and fi for 
each soil type, are used to provide estimates 
for each sub-basin represented in a TopNet 
model. However, as there can be many basins 
upstream of where the value of Q is measured, 
the calculation of individual values of z for 
each sub-basin is under-determined, i.e., there 
are not enough equations for the number 
of unknowns. To overcome this problem it 
is assumed that the value of z for each sub-
basin is the same and equal to zaverage. Then 
equation 2 can be solved numerically for 
zaverage using a Newton-Raphson scheme and 
spatially variable values for the parameters Ki 
and fi derived from mapped information. 

Rules of application
In what follows it is assumed that the forecast 
model has been calibrated to a specific 
catchment, and while this is important for 
accuracy of practical forecasts, it is irrelevant 
for assessing the impact of data assimilation 
schemes. Whenever a calibrated model, such 
as TopNet, is used to make a forecast, it may 

need to be run for some time before the 
actual period of the forecast. This is so that 
the effects of the initial conditions used by 
the model can decay to the point where they 
have an insignificant impact on the forecast 
values. Otherwise the forecast can be biased 
by the choice of initial conditions. 

To reduce the length of time needed to 
minimize the impact of the initial conditions, 
the measured flow at the start of the simulation 
period can be used to calculate a value of z  
for each basin. By starting a model run in 
a period of recession long after a rainfall 
event, flow from the saturated zone, which 
is governed in the model by the state variable 
z, is the main contributor to the initial flow. 
Thus, if the initial flow is known, then a 
value of z can be calculated that is guaranteed 
to ensure that the initial modelled flow is the 
same as that measured. This is the traditional 
way that TopNet simulations have been 
initialized.

The choice of when to start a forecast run 
is subjective because of the need to start the 
run during a period of low flow. Also, for 
some catchments and at some times of the 
year, the simulation may have to be started 
quite a long time before the time of the 
forecast to find a period of low flow. If the 
input data—e.g., rainfall—for the subsequent 
model calculations contains inaccuracies, 
then when the forecast time is reached, the 
model states may be in serious error. This will 
lead to larger than necessary forecast errors. 
However, if the position of the water table is 
periodically checked against measured flows 
prior to the forecast period, then successive 
corrections can be made to the state of the 
saturated zone. In TopNet this not only 
affects the baseflow but also the amount of 
saturated area from which surface runoff can 
occur. Thus there is a double incentive for 
making the best possible estimate of water 
table position. 

The question then becomes: can the 
positions of the water tables in the various 
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basins that feed to a measurement point 
be estimated at times other than the start 
of the simulation, and if so, what criterion 
should be used to do the updating? Clearly 
it is undesirable to update the water table 
position on the basis of measured flow alone, 
as during times of high flow surface runoff 
will be incorrectly attributed to baseflow. 

The answer to the first part of the question 
is that it is feasible to update the position of the 
water table at any time during a simulation, 
provided there are measured flows available. 
A bigger problem is to select when to apply 
the updating procedure. 

A number of different rules based on the 
value of the measured flow were used to 
determine when it was most appropriate to 
update the position of the water table. None 
proved completely satisfactory, since none 
of them could guarantee that there was not 
surface runoff occurring somewhere in the 
model. The solution was to run the model 
twice. In the first run, model results were 
collected on the amount of surface runoff 
being calculated by the model. This was 
then used to define periods when no surface 
runoff occurred anywhere in the modelled 
catchment. 

Having determined that a re-calculation 
of water table position was justified, the next 
step was to determine how many hours into 
the “recession” a recalculation of the water 
table position should begin. The reason for 
not starting at the beginning of a “recession” 
is that some of the flow in the channel 
network at the start of the “recession” may 
well have been generated by surface runoff 
prior to the start of the beginning of the 
“recession”. To allow this water to leave the 
channel network system, we step forward 
from the start of the “recession” by a number 
of hours approximately equal to the time 
of concentration of the catchment, i.e., the 
longest amount of time between rain falling 
furthest from the catchment outlet and that 

rainfall having an effect at the catchment 
outlet. 

The top two panels in Figure 2 illustrate 
how the procedure works when a period of 
12 hours or more without any modelled 
surface runoff is used to define a recession, 
and a period of 6 hours is used as the time of 
concentration. Since times of concentration 
for catchments are only approximately 
defined, a range of values have been included 
in the results discussed below.

Test case and results
Following the floods of 2004 in the North 
Island of New Zealand (Fuller and Heerdegen, 
2005; Environment Bay of Plenty, 2004), the 
Marlborough District Council upgraded their 
flood forecasting procedures for the Wairau 
catchment (Rae, 1988) to include the use of 
a TopNet model that could use either rainfall 
at raingauges, or experimental meso-scale 
modelled rainfall. The results discussed here 
all relate to the use of measured rainfall. The 
aim of the results is not to show how good  
or bad is the quality of the model, but to  
show what effect “continuous” updating 
of the water table position would have on 
“forecast” hydrographs.

The site used to test the new procedure 
is at Tuamarina (site number 60108) on 
the Wairau River in Marlborough. Walter 
(2000) gives the basin area to Tuamarina as 
3430 km2. Figure 3 shows the location of the 
catchment, its shape and the river channel 
network. Flood-producing storms mainly 
come from the north to northwest sector 
and so tend to travel across the catchment 
rather than along it, with the heaviest rainfall 
along the northern part of watershed. This 
generally leads to shorter times of rise of the 
flood hydrograph than if the storms travelled 
along the long axis of the catchment.

Two scenarios were investigated and both 
used data from 1998. The first focused on 
the annual maximum event which occurred 
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Figure 2 – Operation of the water table updating scheme for the case where a recession is defined as 
a period without modelled surface runoff for at least 12 hours, and a “time of concentration” of  
6 hours. Dashed lines are the forecast without water table updating, continuous grey lines are the 
forecast with water table updating, and the solid black line in the bottom panel is the measured 
runoff at the catchment outlet. The fine line in the second plot from the top is the absolute difference 
between the two sets of surface runoff data. Results are integrated over all model sub-basins.
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on the 2nd of July, 1998. At 3740 m3/s, 
it is the largest peak flow between 1989 
and 2005 in the reach between Tuamarina 
and the nearby Barnett’s Bank site, which 
replaced the Tuamarina site in 1999. For this  
event, a realistic flood forecasting scenario  
was examined in which simulations were 
started only a few days prior to the flood 
event. These simulations focus on the short-
term effects of updating the water table 
position on a flood hydrograph. In the 
second series, all simulations were started at 
the 1st of January 1998 and run for a full 
year. These simulations show the effect of 
updating the water table position on the full 
range of flows. 

Short-period simulations
Figure 2 illustrates how one particular forecast 
was made for the largest peak in 1998, the 
year of record. For this forecast, the model 
predicted a sufficiently long period without 
surface runoff between hours 39 and 58 to 
allow the initiation of water table updating 
between hours 45 and 58, assuming a time 
of concentration of 6 hours. The top plot 
in Figure 2 shows a sudden drop in the 
spatial mean water table position at the 
commencement of the updating. Mean water 
table position is plotted (with positive values 
above the ground surface) and the top plot 
shows that initially, for results averaged over 
all sub-basins, average conditions were very 

Figure 3 – Location and main features of the Wairau catchment upstream of 
the measurement site at Tuamarina near the town of Blenheim in the South 
Island, New Zealand.
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wet, i.e., the average water table position 
was at or above the ground surface in many 
basins. Note that mean water table position is 
more of a relative index of groundwater state 
than an absolute one, and that while positive 
values indicate wet conditions and hence 
relatively large areas of saturated ground, they 
do not imply large depths of standing water 
above the ground.

Updating for the intervals after the sudden 
drop in water table position is much more 
subdued and ceases when surface runoff 
recommences at hour 59. While the impact 
of the updating is dramatic for the water table 
position, the effects on the surface runoff and 
baseflow for the same time (shown in the 
third plot from the top in Figure 2) is much 
smoother and for the flow at the basin outlet 
(bottom plot) is barely noticeable. This is 
because the exponential decline in the value 
of the saturated hydraulic conductivity with 
depth that is used in equation 1 causes the 
saturated hydraulic conductivity to decrease 
sufficiently rapidly with depth that a large 
change in water table position is required to 
adjust for a small change in runoff.

Figure 4 shows forecast flood hydrographs 
for a range of different values of (a) the time 
used to define the minimum length of a 
recession and (b) the time of concentration. 
All simulations start just over three days before 
the hydrograph begins to rise. The continuous 
black line is the post-event measured flow. The 
dashed lines in both Figures 2 and 4 represent 
forecasts or components of a forecast made 
without the benefit of updating the water 
table. The continuous grey lines in Figure 4 
represent forecasts for different combinations 
of values used to define when water table 
updating should begin.

Recessions were defined as periods with 
at least 1, 7, 13 or 19 successive hours 
without modelled surface runoff and “times 
of concentration” of 0, 6, 12 or 18 hourly 
intervals. As the length of each recession 

had to exceed the time of concentration, use 
of these values theoretically gives rise to 10 
different combinations. However, whenever 
there is no surface runoff for more than 
18 hours, a recession is defined by all four 
duration criteria and use of the same time of 
concentration criteria resulted in the same 
intervals being used to update the water table 
position during that recession. Discounting 
this replication reduced the actual number of 
combinations from 10 to 7.

The forecast flood hydrograph when the 
water table is updated only at the start of the 
simulation (dashed black line, Figure 4) gives 
the largest forecast runoff flood peak. Another 
hydrograph (black dotted line, Figure 4)  
shows the forecast when the water table 
position is updated at every interval when 
the model forecasts no surface runoff. While 
this gives the best forecast by a small margin, 
difficulties appear in the recession because 
the model was updating the water table 
when there were still substantial amounts of 
water in the channel network immediately 
following the peak of the event. This indicates 
that there is a need to avoid updating the 
water table position at times when it is clearly 
inappropriate. 

The grey line flood hydrographs in 
Figure 4 represent “forecasts” with different 
combinations of water table updating. These 
are based on how long a period without 
modelled surface runoff defines a “recession”, 
and the allowance for passage out of the 
channel network of water resulting from 
surface runoff generated prior to the cessation 
of modelled surface runoff, i.e., different 
times of concentration. The grey lines are 
actually made up of six slightly different 
lines that merge together in the plot. The 
closeness of the lines indicates that the peak 
flow forecasting is insensitive to the choice 
of length of the recession period and the 
assumed value for the time of concentration, 
provided reasonable values are chosen, 
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e.g., the “time of concentration” should be 
approximately that for the catchment and 
the length of a recession should be greater 
than the time of concentration. Comparison 
with the hydrograph forecast where the water 
table position was updated only at the start 
of the simulation (dashed black line) shows 
that more frequent updating of the water 
table position has improved the accuracy of  
the forecasts.

The main reason for the similarity of 
all the forecast hydrographs in Figure 4 is 
that the updating procedure adjusts only 
the position of the water table and leaves 
the states of the soil moisture, canopy 

and channel network unaltered. The 
non-adjustment of these other storage 
components has two effects. Firstly 
the simulated flows do not perfectly 
match the measured flows, as happens 
at the start of the simulation when the 
flow in the channel network is entirely 
determined by baseflow from all the sub-
basins. Secondly, once an update has been 
made, very little extra benefit is gained by 
updates in the immediately succeeding 
intervals, since most of the information 
in the measured flow is transferred to the 
calculation of the water table position 
when the first adjustment is made. For 

Figure 4 – “Forecast” flood hydrographs and post-event measured flows. The continuous grey line 
represents multiple forecasts for different combinations of values used to define when water table 
updating should begin, i.e., there is very little difference between different cases. 



22

the next interval the flow is very similar  
to that for the preceding interval and so 
little extra information is injected into the 
next update. This is illustrated by the top 
plot in Figure 2, which shows a sudden 
change in water table position when 
updating first begins, but only relatively 
small changes thereafter. The small changes 
occur because measured flows, after the  
first one used for the updating, are similar 
to the first and contribute little new 
information to the updating process. 
However, once the updating process 
is interrupted by the onset of surface 
runoff, water table updating will cease 
and gradually the water table position will 
diverge from its “best” value. When the 
next period of low flow is identified, the 
updating pattern will once again begin with 
a substantial change, followed by a series of 
much smaller adjustments.

Figure 5 shows the effect of varying the 
definition of what counts as significant 
surface runoff. All the forecast flood 

hydrographs shown in Figure 5 are for a 
recession of at least 12 hours duration and a 
time of concentration of 6 hours. No surface 
runoff was deemed to have occurred if the 
value for a particular time interval was zero, 
1, 5, 10 or 50% of the mean surface runoff 
for the whole 140 hours simulated. Reference 
to the plot of surface runoff as a percent of 
total runoff in Figure 2 (second from the top) 
shows that after the flood peak at hour 120 
there is almost continuous surface runoff 
above the 0 and 1% threshold values, and 
so no updating is allowed. At the 5 and 
10% thresholds some updating is possible 
and hence these lines are different to the  
0 and 1% lines. However, as the updating 
takes place while there is still water in the 
channel network that started as surface runoff, 
the updating over-estimates the position of 
the water table and the saturated area, so 
that rainfall after the flood peak causes the 
model flows to exceed those measured. At 
the 50% threshold the situation for the 5 and 
10% cases is aggravated as updating begins at  

Figure 5 – “Forecast” flood hydrographs and post-event measured flows for different surface runoff 
thresholds.
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hour 125, soon after the peak of the event. 
The 50% case behaves more like the situation 
when the water table is updated whenever 
there is no surface runoff (see Figure 4), and 
so raising the threshold for the definition of 
runoff is similar to reducing the length of 
recession needed to allow updating to begin. 
Clearly a choice of zero surface runoff is the 
most appropriate one for this example.

Reduction in the error of the forecast peak 
when regular updating of the water table 
is carried out is about 50% in this annual 
maximum event example, Figure 4, although 
in absolute terms the error was not large in 
the first place. The size of the forecast error, 
given a perfect rainfall forecast but imperfect 
model states, will depend to a large extent 
on the division of the flood water between 
surface runoff and baseflow. While the 
updating procedure primarily adjusts the 
position of the water table, and this has a 
direct bearing on the baseflow, the position 
of the water table also affects the saturated 
area in the catchment and hence the amount 
of surface runoff that is generated. It is these 
combined effects that lead to the perceptible 
improvement in the forecast peak and 
although the improvements in the example 
are not large in terms of the peak flow value, 
they show that the procedure is beneficial 
to the forecast. The degree of benefit to be 
gained from the inclusion of the water table 
position updating scheme will depend on 
the relative contributions to the peak flow 
of baseflow, saturation excess runoff, and 
infiltration excess runoff. When baseflow 
and saturation excess runoff are the primary 
determinants of peak flow magnitude, then 
the updating procedure can be expected to 
make greater improvements to the forecast 
peak than if the peak flow were to be largely 
generated by infiltration excess runoff. In 
medium to large New Zealand catchments, 
saturation excess is the dominant mechanism 
leading to formation of flood hydrographs.

Year-long simulations
Although not readily apparent from Figures 
2, 4, and 5, it could be argued that the short-
duration simulation was fortunate, in that 
not only were the model recession flows over-
estimating the measured recession flows but 
so were the peak flows, and so a lowering 
of the water table would benefit both low 
and high flows. However, situations could 
be imagined where the recession flows were 
under-estimated and the peak flows were 
over-estimated or vice-versa. Under these 
circumstances, adjustment of the water table 
position based on the difference between 
measured and modelled recession flows could 
have a detrimental effect on the peak flows, 
mainly through the change in saturated 
area and the surface runoff that comes off 
the saturated area. Blazkova et al. (2002) 
discuss the relationship between water table 
position and runoff from a small basin and 
experimentally show that higher water tables 
lead to increased runoff. As the cumulative 
surface runoff plot in Figure 2 shows, the 
change in the modelled peak runoff for the 
test event is more due to a change in surface 
runoff than in baseflow. To gauge the average 
effect of the proposed updating scheme many 
events need to be simulated. This was done 
by applying the updating scheme to an entire 
year of data so that both seasonal effects and 
a range of flood events could be sampled. 

Investigations focused on the length of 
the interval—48, 36 or 24 hours—used 
to determine whether or not the water 
table position should be updated, and 
all simulations used the “zero” surface 
runoff definition for recession flows. This 
was because it soon became clear that the 
updating process was relatively insensitive, at 
least for the test catchment, to the number of 
hours removed from the start of the recession 
period to allow for the time of concentration, 
and the actual definition of a recession. As 
discussed for the short simulations, this 
insensitivity arises because once the water 
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table position has been adjusted, further 
significant information is not injected into 
the updating until the recession has ended.

The results in Table 1 compare the 
different combinations of time parameters. 
They are given in terms of the root mean 
square error (RMSE) and the root mean 
square error of the logarithms (log RMSE) of 
the hourly runoff values. The RMSE values 
reflect performance on higher flows while the 
converse is the case for the log RMSE values. 
The results suggest the following:

Use of longer recessions favour high flow 
forecasts as the lowest RMSE value is for a 
recession of at least 48 h duration.

For a short recession a comparatively 
long time of concentration gives the best 
result, while the converse is true for long 
recessions.

Table 1 – Comparison of the performance of the various updated 
annual hydrographs with the measured data. The highlighted values 
in bold indicate the best results.

Minimum length to 
define a recession

(hrs)

Time of 
Concentration

(hrs)
RMSE log RMSE

0 0 103.0 0.298
12 0 95.4 0.313
12 6 93.8 0.311
12 12 93.3 0.310
24 0 93.6 0.305
24 6 93.5 0.306
24 12 93.9 0.308
24 18 94.3 0.310
36 0 91.0 0.304
36 6 91.5 0.306
36 12 91.9 0.309
36 18 92.4 0.311
48 0 88.7 0.304
48 6 89.2 0.306
48 12 89.6 0.309
48 18 90.1 0.312

Standard case with updating only  
at the start

101.3 0.404

With the exception of the RMSE value  
for the “zero” length recession, all other 
results are better than the standard (no 
updating) case.

Use of updating injects between 5 and 
10% more “information” into the simulation 
of the higher flows, i.e., the RMSE values for 
all but the “zero” length recession are 5-10% 
less than standard case.

Use of updating injects between 20 and 
25% more “information” into the simulation 
of the lower flows, i.e., the log RMSE values 
for all the simulations are 20-25% less than 
standard case.

Use of a “zero” length recession gives 
ambivalent results as it has the highest RMSE 
but the lowest log RMSE. In a sense use of 
the “zero” length recession is not as “stable” as 
the other combinations used. This is because 
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Figure 6 – Hourly runoff for different updating procedures. The continuous black line is the measured 
data and the dashed line is for the water table adjusted to match the flow only at the start of the year. 
The narrow grey band encompasses all the forecasts for all the different forecasting schemes tried. 
Note the logarithmic scale for runoff.

water table position updating at every time 
step favours forecasts of low flows since they 
depend mainly on water table position, 
whilst disadvantaging high flows because 
large volumes of water are frequently still 
being routed down the channel network and 
cannot be corrected for. Use of very short 
recessions is not recommended.

Figures 6 and 7 illustrate the annual 
hydrograph and the corresponding flow 
duration curves for different water table 
updating options, and emphasize differences 
in low flows, while Table 2 provides 
information on how some of the different 
options performed on the 9 largest events in 
1998. The conclusion drawn from Figures 
6 and 7 and Table 2 is that there is little to 
choose between the range of options tried, 

i.e., the updating procedure is not sensitive 
to the choice of parameters that control it. 
These results also show that updating is an 
improvement over no updating, but that 
updating whenever surface runoff ceases is 
the worst of the updating options. Note that 
the improved estimation of the frequency 
distribution of flows shown in Figure 7 
confirms the changes in the RMSE and 
log RMSE values in Table 1. The lack of 
sensitivity is an advantage since it means that 
for the two time durations used, the length 
of time used to define a recession and the 
time of concentration need not be accurately 
chosen. The flow duration curves also show 
that all the updating schemes fall within a 
narrow band between the two extreme cases 
and that the bands are closer to the measured 
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data. Reasons for the departure of the “update 
at every opportunity” scheme at medium to 
high flows are the same as discussed in the 
section on short-term simulations and as 
illustrated in Figure 4 by the dotted line.

Conclusions
The paper describes a scheme for updating 
streamflow forecasts using measured flows 
during periods of hydrograph recession. The 
scheme uses the model-based estimates of 
the presence or absence of surface runoff to 
determine periods when streamflow is solely 
determined by baseflow. Concerns about the 
updating procedure being affected by channel 
network flow derived from surface runoff 
prior to the start of the defined recession 
period have been shown to be unimportant 
in the test catchment.

Table 2 – Comparison of peak runoffs (μm/h) for four of the options examined and their percentage 
differences from the measured data: (1) update only at the start of the year (standard); (2) update 
whenever surface runoff ceases (always); (3) update when the time of concentration (TC) is assumed 
to be zero and the first 48 hours of a recession (SU) are not used for updating (the best case in Table 
1 in RMSE terms) (TC=0, SU=48); (4) update when the time of concentration is assumed to be zero 
and the first 12 hours of a recession are not used for updating (the worse case in Table 1, in RMSE 
terms, excepting options (1) and (2)) (TC=0, SU=12); The highlighted values in bold type are the 
best simulated peak for each storm.

Measured
μm/h

(1)
Standard

μm/h %

(2)
Always
μm/h %

(3) 
TC=0,SU=48

μm/h %

(4) 
TC=0,SU=12

μm/h %
3917 4189  6.9 4146  5.8 4109  4.9 4211  7.5
1610 1921 19.3 2169 34.7 1917 19.1 2157 34.0
1659 1591  –4.1 1651  –0.5 1651  –0.5 1651  –0.5
1486 1138 –23.4 1411  –5.0 1344  –9.6 1344  –9.6
1180 1028 –12.9 1219  3.3 1215  3.0 1216  3.1
1727 1349 –21.9 1592  –7.8 1393 –19.3 1585  –8.2
1707 1263 –26.0 1725  1.1 1726  1.1 1725  1.1
1471  806 –45.2 1116 –24.1 1099 –25.3 1099 –25.3
1173  812 –30.8 1577 34.4 990 –15.6 990 –15.6
Mean –15  5 –5 –2

Standard 
Deviation

20 19 14 17

The updating scheme for the test 
catchment is found to give better forecasts 
of both low and high flows. In addition, 
the results indicate that for flood flows 
the procedure is insensitive to the choice 
of recession length used to define when 
updating of the water table position should 
be carried out, provided it is greater than the 
time of concentration of the catchment. For 
low flow forecasting, the log RMSE values 
in Table 1 give little guidance as to whether 
short or long periods are preferable for the 
updating scheme. The annual distributions 
of flow (Fig.) 7 are unable to resolve the issue, 
since virtually all the schemes other than 
the “update at every opportunity” case fall 
between that case and the measured flows. At 
first sight this seems counter intuitive, as the 
best fit, i.e. the “update at every opportunity” 
case, might reasonably be expected to have 
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a distribution closer to the measured values 
than appears to be the case. The results have 
been checked carefully and two factors serve 
to explain this anomaly: (1) Figure 7 shows 
the differences in distributional terms so that 
the temporal sequencing of the values has 
been lost and thus modelled runoff values in 
the distribution that have a similar magnitude 
to the measured values may actually occur at 
different times in the record and give rise to 
differences in the log RMSE values; and (2) 
although the different results in Table 1 have 
different log RMSE values, the differences are 
small when compared to the standard case, 
i.e., none of the non-standard results are 
significantly different from one another.
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